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Artificial Intelligence and Bias

This topic sheet explains artificial intelligence (Al) and its potential bias. The topic sheet is aimed for teachers in
both, primary and secondary education, and provides background information to help them address the topic in
their own lessons.

A bias means having a prejudiced or preconceived (positive or negative) opinion about people, groups or
situations without really knowing them. It is also referred to as prejudice, as one judges before knowing anything.
Al bias | refers to distorted or unfair preferences or prejudices in Al outputs. These can be caused by faulty data,
algorithmic issues, or human prejudice, among other things.

Bias means that something has been distorted or altered from its original state, or that it deviates from reality.
Since Al systems are developed by humans, their unconscious bias or conscious prejudices often find their way
into the models. This may happen during the decisions made when selecting and preparing data, defining
relevant characteristics or adjusting models. Even well-intentioned decisions can unintentionally reproduce
existing perspectives and assumptions, thereby reinforcing existing bias. Consequently, human biases can be
found in both data and algorithms.

In addition to human bias, there are other distortions that can influence Al models and their outputs. Below is a
brief explanation of the most important ones:

Data bias

Data bias, also known as training data bias, can occur as early as the data collection and processing stage. If data
sets are not representative, models trained on them will deliver biased results.

Example: A speech recognition model that has only been trained with male voices is less effective at recognising
female voices.

Algorithmic bias

Algorithmic bias occurs when the system systematically favours or disadvantages certain groups. This happens
when a system learns from old patterns or inequalities, repeats them and sometimes even reinforces them. As a
result, individual factors may be weighted more heavily than others, thereby reinforcing existing inequalities.

Y In Al, models refer to constructed mathematical-statistical structures that are trained on the basis of large amounts of data to
perform specific tasks such as text recognition, image recognition or predictions. They form the central element of an Al system
and have a significant influence on its behaviour and results.
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This is especially concerning in sensitive areas such as recruitment and human resources, lending or law
enforcement, where biased predictions can lead to discrimination.

Example: A credit-scoring algorithm systematically gives people from certain postcode areas a lower rating
because these areas were more frequently associated with payment defaults in the training data — regardless of
the actual financial behaviour of the individual.

Bias in Al systems shows that technology does not function in isolation from society. Al developers also set
criteria — consciously or unconsciously — based on political or economic interests. Hence, if Al systems are not
used in an appropriately controlled and reflective manner, they can promote discrimination, undermine trust
and significantly limit the potential of the technology.

A biased Al system can have a discriminatory effect in numerous areas of society, such as credit rating, speech
recognition (e.g. dialects), healthcare, law enforcement and education.

Example from education: A university uses assessment and admission algorithms to decide on the selection of
prospective students. The Al predicts that candidates will be more successful if they come from financially strong
and well-equipped schools. Students from schools with fewer resources, on the other hand, are disadvantaged
in this process. This can lead to further social inequalities between social classes, as marginalised groups are
more likely to be affected by the bias of the Al system.

Other example: An Al system is designed to pre-sort applications and has been trained using older data in which
mainly men were hired for technical professions. As a result, the Al now automatically favours male-sounding
names and ranks applications from women lower — regardless of their actual qualifications. This does not reduce
existing discrimination, but rather reinforces it, and those affected are treated unfairly.

Fair, balanced Al systems have the potential to fundamentally improve areas such as justice, health and
education — provided that humans critically examine their weaknesses. It is important that humans take
precedence over technology.

Can Al ever be completely free of bias, or will it always reflect human weaknesses? Absolute neutrality is probably
an unrealistic goal in Al, as it is a human product and is shaped by human objectives and ways of thinking.
However, technical corrections and ethical oversight can make Al less biased. Here are some examples of these
correction methods:

e Broad and representative data sets: Al developers should always ensure that the data sets collected are
as diverse and representative as possible in order to obtain a more balanced picture of a situation.



d. | KOMPASS ofzoe

e Fairness testing procedures: There are tools that can be used to test Al systems for fairness before they
are deployed, such as the Al Sandbox (external link) developed by the Luxembourg Institute for Science
and Technology (LIST).

e Explainable Al (XAl): Explainable Al techniques ensure that every decision in the machine learning
process? can be traced and explained.

Without these methods, many Al models act as a “black box” whose internal processes remain often opaque
even to developers. This makes it difficult to verify the results and leads to a loss of control and accountability.
XAl gives companies insight into the decision-making basis of Al and enables them to identify and correct errors
more quickly.

There are several ways to address the topic of Al and bias in the classroom. Here are a few examples:

- Teaching materials on the KI Kompass website: https://ki-kompass.lu/en/praxis-materialien/

- The lesson idea from Coding for Tomorrow is dedicated to uncover bias in Al. It is aimed at pupils from
year 7 onwards: https://edulink.lu/ke2a

- Inthis lesson idea the Acadmémie de Nice addresses Bias in Al generated images. It is intended at pupils
aged 11 and above: https://edulink.lu/jal6

- Al Campus lesson idea provides incentives for uncovering prejudices and stereotypes in Al systems:
https://edulink.lu/y8gu

- School Al presents ideas on how Al can be addressed in lessons for the Enseignement Fondamental:
https://edulink.lu/6pyj

- The French Ministry of Culture has created the Compar:IA, a comparision tool, which allows tools and
data sets to be compared in order to raise awareness about Al: https://edulink.lu/s0i5

Note: Teachers should check the resources to see if they are suitable for the respective class and context and
adapt their use if necessary.

To implement the teaching ideas presented, the tools provided on the KI Kompass website should be used.

BEE SECURE (2025): Algorithmische Voreingenommenheit — Wenn Technik unsere Vorurteile lernt. Available at:
https://www.bee-secure.lu/de/news/algorithmische-voreingenommenheit-wenn-technik-unsere-vorurteile-lernt/
(last accessed: 27 January 2026).

2 Machine learning (ML) is a subfield of Al. In machine learning, computer systems learn from sample data, recognise patterns
and make decisions on this basis without having been explicitly programmed to do so.

4


https://ai-sandbox.list.lu/
https://ki-kompass.lu/praxis-materialien/
https://edulink.lu/ke2a
https://edulink.lu/jal6
https://edulink.lu/y8gu
https://edulink.lu/6pyj
https://edulink.lu/s0i5
https://www.bee-secure.lu/de/news/algorithmische-voreingenommenheit-wenn-technik-unsere-vorurteile-lernt/
https://www.bee-secure.lu/de/news/algorithmische-voreingenommenheit-wenn-technik-unsere-vorurteile-lernt/

4. KOMPASS 01/2026

Chapman University: Bias in Al. Available at: https://www.chapman.edu/ai/bias-in-ai.aspx (last accessed 28
January 2026)

IBM: KI-Verzerrungen anhand von Beispielen aus der realen Welt beleuchten. Available at:
https://www.ibm.com/de-de/think/topics/shedding-light-on-ai-bias-with-real-world-examples (last accessed 17
January 2026)

SCRIPT (2026): Strategischer Rahmen zum Einsatz von Kiinstlicher Intelligenz in der Schule (Version vom 3.
Februar 2026). Available at: https://ki-kompass.lu (last accessed: 27 January 2026)

Luxembourg Institute of Science and Technology (LIST): LIST Al SANDBOX — LLM Observatory. Available at:
https://ai-sandbox.list.lu/llm-leaderboard/ (last accessed: 27 January 2026)

University of Kansas — Centre for Teacher Excellence: Helping students understand the biases in generative Al.
Available at: https://cte.ku.edu/addressing-bias-ai (last accessed: 28 January 2026)



https://www.chapman.edu/ai/bias-in-ai.aspx
https://www.ibm.com/de-de/think/topics/shedding-light-on-ai-bias-with-real-world-examples
https://www.ibm.com/de-de/think/topics/shedding-light-on-ai-bias-with-real-world-examples
https://ki-kompass.lu/
https://ai-sandbox.list.lu/
https://ai-sandbox.list.lu/
https://cte.ku.edu/addressing-bias-ai

